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Introduction

Debugging and logging is a crucial part in the successful development, roll-out and operation of IT
systems. Systems that run in a distributed environment pose additional obstacles to application
engineers who need to identify and fix system misbehavior in a timely manner. In such an
environment, intelligent logging is indispensable.

In this short tutorial | am going to show you how to debug a distributed application with state-of-the-
art technology as well as with a novel approach using Amazon Simple Queue Service, respectively. As
| will show in a cost analysis, this approach is not only a fun technology challenge, but also a cheap
way to implement logging for distributed applications.

Traditional logging with log4j, JMS and JBoss

The preferred logging framework of many Java developers is logdj because it is feature-rich and yet

easy-to-use. | assume that you are familiar with the basic log4j features, such as the Logger

hierarchy, Appenders and Layouts.| f not so, you might want to have
excellent manual of the log4j framework.

What does logging in a distributed environment mean? Essentially it means that application
processes are running on different machines while the application engineer or administrator wants
to view all logs in a centralized location. Furthermore, it would be nice to filter logs according to the
circumstances which produced them, such as the location, the log level, user data, and so on.

One way to achieve this goal is to use a queue-based middleware product. My choice is JBoss 4.2.3
but any other middleware product is fine too, e.g. IBM WebLogic. The main feature that | am looking
for is the integration of Java Messaging Service (JMS), a Java-based Message Oriented Middleware
(MOM). JMS allows you to build a loosely coupled system in which distributed application processes
send logging events as messages to a queue. The queue can then be read out from a central location
where the logging events are replicated as if they had happened locally.
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Log4j comes with an Appender implementation named JMSAppender that allows to use JMS with a
publish/subscribe model. For our purposes a point-to-point implementation seems to make more
sense, though. Here is a code snipplet of my log4j point-to-point IMSQueueAppender.

(c) 2009 Markus Klems
Licensed under the Apache License, Version 2.0 (the "License");

License. This file and code is distributed on an "AS IS" BASIS,
WITHOUT WARRANTIESOR CONDITIONS OF ANY KIND, either expressed

*
*
*
* You may not use this file and code except in compliance with the
*
*
* or implied.

*

package de.fzi.cloud debug .log4j;

* A simple queue appender that sends events to a JMS Queue, enabling

* asynchronous point -to - point messaging. The events are serialized and

* transmitted as JMS message type {@link ObjectMessage} . This class is a
* slightly modified  adaption of {@link JMS Appender} provided by Ceki

* G&uuml;lc&uuml  for pub/sub JMS.

@author Markus Klems;
public class JMSQueueAppender extends AppenderSkeleton {

String  securityPrincipalName ;
String  securityCredentials ;

String  initialContextFactoryName ;
String  urlPkgPrefixes ;

String  providerURL ;

String  queueBindingName ;

String  qcfBindingName ;

String  userName;

String  password ;

boolean locationinfo ;

QueueConnection  queueConnection
QueueSession queueSession ;



QueueSender queueSender ;

/**
* QOption s are activated and become effective only after calling this
* method.
*/
public  void activateOptions() {

QueueConnectionFactory queueConnectionFactory = null ;

try {

Context ctx = null ;

LogLog.debug( "Getting initial context."

if

(init ialContextFactoryName I= null ){

Properties properties = new Properties();
properties.put(Context. INITIAL_CONTEXT_FACTORY,
initialContextFactoryName );
if (providerURL = null ){
properties.put(Context. PROVIDER_URL
providerURL );
} else {

LogLog.warn( "You have set
InitialContextFactoryName option but not the "
+ "ProviderURL. This is likely to cause
problems." );

}
if  (urlPkgPrefixes I= null ){
properties.put(Context. URL_PKG_PREFIXES
urlPkgPrefixes );
}
if  ( securityPrin cipalName !'= null ){
properties.put(Context. SECURITY_PRINCIPAL,
securityPrincipalName );
if  ( securityCredentials I= null ){
properties.put(Context. SECURITY_CREDENTI
ALS, securityCredentials );
} else {
LogLog.warn( "You have set
Security  PrincipalName option but not the
"+ "SecurityCredentials. This is likely
to cause problems." );
}
}
ctx = new InitialContext(properties);
} else {
ctx = new InitialContext();
}
LogLog.debug( "Looking up [" + qcfBindingName  + "]" );

gueueConnectionFactory = (QueueConnectionFactory)
lookup(ctx, gcfBindingName );

LogLog.debug( "About to create QueueConnection." );
if (userName != null ){
gueueConnection =

gueueConnectionFactory.createQueueConnection(
userName, password );

} else {

gueueConnection = queueConnectionFactory
.createQueueConnection();



LogLog.debug( "Creating QueueSession, non - transactional, "
+ "in AUTO_ACKNOWLEDGE mode.");

queueSession = queueConnection .createQueueSession( false ,
Session. AUTO_ACKNOWLEDGE);

Lo'gI]Lf)g.debug( "Looking up queue name [" + queueBindingName
J(Suiue q)l,Jeue = (Queue) lookup(ctx, queueBindingName );
LogLog.debug( "Creating QueueSender." );

queueSender = queueSession .createSender(queue);

LogLog.deb ug( "Starting QueueConnection." );

gueueConnection .start();

ctx.close();
} catch (Exception e) {
errorHandler.error(
"Error while activating options for appender named [" +
name + "." , e, ErrorCode.GENERIC_FAILURE);

}
}
protected Objec t lookup(Context ctx, String name) throws NamingException {
try |
return  ctx.lookup(hame);
} catch (NameNotFoundException e) {
LogLog.error(  "Could not find name [" +name+ """ );
throw e;
}
}
protected boolean checkEntryConditions() {
String fail = null ;
if (this .queueConnection == null ){
fail = "No QueueConnection"
} else if (this .queueSession == null ){
fail = "No QueueSession"
} else if (this .queueSender == null ){
fail = "No QueueSender" ;
}
if (fail = null ) {
errorHandler.error(fail + " for IMSAppender named [" +

/**

* This

name + "." );

return  false ;
} else {

return  true ;
}

method called by {@Ilink AppenderSkeleton#doAppend} method to

*do mostof the real appending work.

*/
public

void append(LoggingEvent event) {
if  (‘checkEntryConditions()) {

return ;
}



try
ObjectMessage msg = queueSession .createObjectMessage();
if  (locationinfo ) {
event.getLocationIinformation();

msg.setObject(event);
queueSender .s end(msg);
} catch (Exception e) {
errorHandler.error( "Could not send message in IMSAppender
[* +name+ "]." e, ErrorCode.GENERIC_FAILURE);

The messages are received and processes by the server-side middleware with a Message Driven
Enterprise Java Bean (EJB). Here is a code snipplet of my LoggingMessageBean.

(c) 2009 Markus Klems
Licensed under the Apache License, Version 2.0 (the "License");

License. This file and code is distributed on an "AS IS" BASIS,
WITHOUT WARRANTIESOR CONDITIONS OF ANY KIND, either expressed

*
*
*
* You may not use this file and code except in compliance with the
*
*
* or implied.

*

package de.fzi.cloudlogger.server;

@JessageDriven(name = "LoggingMessageBean" , activationConfig = {
@ActivationConfigProperty(propertyName = "destinationType" , propertyValue =
"javax.jms.Queue" ), @ActivationConfigProperty(propertyName = "destination”
propertyValue = "queue/MyQueue" ) }

public class LoggingMessageBean implements MessageListener {

@Rsource
private MessageDrivenContext context ;

public  void onMessage(Message message) {
Logger remoteLogger = null ;
try {
if (message instanceof ObjectMessage) {
ObjectMessage objMessage = (ObjectMessage) message;
Object obj = objMessage.getObject();
if (obj instanceof LoggingEvent) {
/I Obtained a Logger with the same name as the
/I logger of the event. Now logging the event
/I asifitwas a local event.
final  LoggingEvent event = (LoggingEvent) obj;
final  String loggerName =
event.getLoggerName();
remoteLogger = Logger.getLogger(loggerName);
remotelLogger.callAppenders(event);
} else {



}

} else {

}

} catch (Throwable t){
t.printStackTrace();
context .setRollbackOnly();

Next-generation logging with log4j and Amazon SQS
The traditional approach to logging application data described above is useful in many enterprise
scenarios. However, for rather simple applications, operating such a heavy middleware system is just
too much overhead. If you build an application that does not need most of the features provided by
complex middleware products like JBoss, you might want to look out for a different approach to
achieve what you need to get done.
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Amazon Simple Queue Service (SQS) offers a simple (sic!) yet powerful queue-based middleware
service that can be accesses via Web Service calls. In order to implement functionality that leverages
SQS you need a library in your preferred programming language. There is a good Java library named
typica that offers access to various Amazon Web Service APls. Using this library it is possible to write
a simple SQS-based Appender for logdj. Being a creative person | call it SimpleSQSAppender.

/**

* (c) 2009 Markus Klems

* Licensed wunder the Apache License, Version 2.0 (the "License");

*

* You may not use this file and code except in compliance with the
* License. This file and code is distributed on an "AS IS" BASIS,
*  WITHOUTWARRANTIESOR CONDITIONS OF ANY KIND, either  expressed

* or implied.

*

package de.fzi.cloudlogger.log4j;

import  org.apache.log4j.AppenderSkeleton;



import  org.apache.log4j.helpers.LogLog;
import  org.apache.log4j.spi.ErrorCode;
import  org.apache.log4j.spi.LoggingEvent;

import com.xerox.amazonws.sqs2.MessageQueue;
import  com.xerox.amazonws.sgqs2.QueueService;
import  com.xerox.amazonws.sqs2.SQSException;

/**

* @author Markus Klems

*/

public class SimpleSQSAppender extends AppenderS keleton {

private  QueueService service ;
private String  awsAccessID
private String  awsSecretAccessID
private String  queueName;

private MessageQueue queue;

/**

* Options are activated and become effective only after calling this
* method.
*
public  void activateOptions() {
/I Check if Amazon credentials and queue name are set.

if (awsAccessID == null ){
errorHandler.error( "The Amazon Access ID awsAccessID is
null." ),
return ;

}

if (awsSecretAccessID == null ){
errorHandler  .error(  "The Amazon Secret Access ID
awsSecretAccessID is null." );
return ;

}

if (queueName == null ){
errorHandler.error( "The MessageQueue name queueName is
null." );
return ;

}

try {

queue =connect( queueName, awsAccessID ,
awsSecretAccessID );

} catch (Exception e) {
errorHandler  .error(  "An error occured when connecting to
Amazon SQS. Please check if the Amazon Access ID and
Secret Access ID you provided are correct.” , €,
ErrorCode.GENERIC_FAILURE);

}
}
/**
* This method called by {@link AppenderSkeleton#doAppend} method to
*do most of the real appending work.
*/

public  void append(LoggingEvent event) {
if  (‘checkEntryConditions()) {
return ;
}

/I Cannot send Serializable Objects but only text.
final  String msgText = event.getMessage().toString();



try
gueue .sendMessage(msgText);

} catch (SQSException e) {
/I Errors might occur e.qg. if the message size exceeds 8
/I KBorifit contains invalid characters.

}

SimpleSQSAppender allows you to send logging events encapsulated in SQS messages. The hitch of
my so-far implementation is obvious. It is not possible to send Serializable Objects over SQS using the
Amazon SQS REST API. Therefore much useful information is lost in delivering the LoggingEvents over
SQS. One possible solution to this problem is to just use the Amazon SQS SOAP API. Another more
creative solution is to store the LoggingEvent data in SimpleDB, a distributed database service
provided by Amazon, and only sending ids over the queue that point to corresponding SimpleDB
Items (which again hold the LoggingEvent information). This would have the benefit to relieve the
gueue, possibly enabling better throughput and scalability of the logging framework.

On the client side we need a way to retrieve the messages sent to Amazon SQS. In this preliminary
implementation | wrote a simple Dispatcher-Servlet that takes care of this task.

All code can be found on the Website http://www.clouddebug.com. | am going to upload the code

very soon after having published this tutorial.

Cost analysis
An interesting question is: does Amazon SQS pay off? How much does it cost to operate an SQS-
based logging system? With a few basic assumptions we can calculate the per-year OpEx:

9 The system generates 10 log messages per second.

9 The size of an average log message is 80 Bytes.

1 The pricing is $0.01 per 10,000 Amazon SQS requests and $0.170 per GB data transfer out
(there is no data transfer in).

Costs per year = 10 logs * 60 seconds * 60 minutes * 24 hours * 365 days * $0.01 * 10E-4 + 10 logs *
80 Bytes * 60 seconds * 60 minutes * 24 hours * 365 days * $0.170 * 10E-9

Costs per year = $315.36 + $4.3 = $320

As we can see, the maincostdriversar e frequent requests to Amazon
these costs by bulk-updating our log. Instead of calling SQS 10 times per second (which would not

S

scale well, anyways), we could instead request the 10 most recent messages every second, thereby
reducing costs by a factor of 10.

This slightly modified implementation would cost approximately $32 per year in Operating Expenses,
neglecting taxes and discounting.


http://www.clouddebug.com/

Conclusion

In this tutorial | showed how to set up a debugging framework with merely traditional technology as
well as with a novel approach using Amazon SQS. Both approaches are based on different back-end
technology but share the common trait that they make use of message queues. Leveraging Amazon
SQS for distributed logging can be a cheap way to implement simple queue-based logging
mechanisms.

Perhaps you already asked yourself: Why not combine the two approaches? A middleware system
could thus be extended with queuing resources on demand. In fact, there are some libraries, such as
Hermes JMS, that try to combine JMS with SQS. In the next tutorial | will dig deeper into this topic
and show how the debugging frameworks from this tutorial can be integrated in a useful way.
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